



For years, the management of geographic

information was considered a job for the

tank top, sandals and socks brigade', with only

the initiated able to understand and manage it

using their own specialist software and systems.
And it is still not widely understood. But through the

proper use of technology, best practice and information

management policies, it is now possible to integrate

geographic information into the mainstream business,

bringing with it new information management challenges.

Any organisation that deals with geographic information

and wants to bring it under the corporate information policy

needs to accept that while spatial data is different from most

other forms of data -and requires a certain degree of special

treatment - it still needs the same support.
"An organisation that's serious about information as a

corporate resource, one that's serious about using spatial data

to help with business processes, needs to invest in the same

level of infrastructure as they would apply to other corporate

data resources," says Andy Duff, technical director of

geographic information specialist ESRI.

"Otherwise," he adds, "it creates limits in how it can

leverage the data across the business. It creates the mindset

that the data is less valuable to the organisation and that it

doesn't require the same level of integrity and performance as

other kinds of data."

The days of geographic information being kept in a silo,

separate from the rest of the organisation, need to be

banished if the organisation is to benefit from it.

Standardisation

In the 1990s, there was considerable research and

development conducted by both database and geographic

infor mation system GiS) vendor s in a bidtoworkouthowto

overcome this data divide.

Now, most standard relational database management

systems (RDBMS) either have some form of native support

for spatial data or can store spatial data through the addition of

middleware or extensions to the core database.

This has helped make standard corporate databases more

capable of storing geographic data, bringing its management

within the realm of corporate information policies and under

the power of database administrators' tools.

Database market leader Oracle has been at the forefront

of spatial-enablement of databases, with every version of its

RDBMS now capable of supporting spatial data using the

built-in "Oracle Locator" capability.

Initially, the company provided spatial enablement with an

add-on to the enterprise edition of Oracle 8i. This was aimed

squarely at GIS users and is still available as the "Oracle

Spatial Option", providing high-end analysis features.

Where in the world?
Handling geographic information can be a challenge.
But the technology is fast becoming part of the mainstream.






However, the company decided to provide more limited

geographic capabilities to mainstream users with 9i, but

bundled in as standard.

"Our belief is that location is important to our customer

base," says Xavier Lopez, director of spatial technologies at

Oracle. "The ability to provide simple MapOuest-like maps,
display nearest stores, handle simple lines, points and

polygons: these were all important to people. Once we

provided that functionality through Oracle Locator, use

[of spatial data] exploded in both the specialist and general
markets," he claims.

The majority of GIS vendors have now signed an

interoperability agreement, standardising on Oracle Locator as

the default storage area for their software's data, bringing
geographical data further under the umbrella of standard

corporate technology.
But ESRI's Duff argues that while Locator is fine for some

purposes, it does not provide all the capabilities required by

many GIS users. "It's in our interest as an industry to make

spatial as mainstream as possible, but a vendor like ESRI is

here to solve the difficult high-end problems," he says. And
standardised database technologies is not a suitable

repository for all GIS applications.










House-keeping
Nevertheless, despite this new ability to unite geographic
information with corporate data, database administrators still

need to understand something about geographic information's

unique characteristics, says Steve Calder of PA Consulting, if

they are to manage it effectively.
"If you hold spatial data in Oracle, that data needs to be

cleansed. All polygons need to be cleansed, so they don't
have slivers, spikes or kickbacks. Those things impinge on the

efficiency of something like Oracle, so you have to understand
how to make the data clean and then keep it clean,"

says Calder.

Although certain GIS vendors, such as LaserScan, can

provide software that will help in this task, typically there
needs to be communication between the geographic
information specialists and database administrators (DBAs)
when handling geographic data. However, day-to-day running
of the database can remain within the purview of the DBAs

without the need for continual consultation with the

organisation's GIS specialists.

Organisations also need to consider who should have
access to the data and how. Usually, only the people who
maintain a particular dataset and understand it should have
write access -the ability to change it -and responsibility for it.

Deciding on the job roles and responsibilities for GIS data

management is also easier for many organisations as a result
of work by the lntragovernmental Group on Geographic
Information (IGGI), which provides advice on best practice in

dealing with geographic information.

G IS for all

Providing all employees with read-access to geographic
information held in geographic information systems might be

possible for small organisations. But in larger organisations,
the licensing costs will make this prohibitively expensive.

Management will also be a challenge and the network

and storage infrastructure would most likely require

beefing up because of the data intensive nature of

geographic information.

By far the most efficient way of providing access to

geographic data to the whole organisation is through the use

of simple viewing software or via an intranet portal. And this

need not be a major project. For example, Oracle's application
server comes with the Java-based MapViewer that can be

used within a browser or integrated into other applications.

Selecting instead one of the many spatial web servers,

such as ArcIMS from ESRI, Maplnfo's MapXtreme or

Autodesk's MapGuide, will also reduce licensing costs, avoid

a major software implementation and minimise both network

congestion and the load on the database server.

It also makes it far easier to provide geographic
information to satellite offices and other remote locations that

may have poorer network connections.










GIS and ECM
While bringing corporate geographic information into the

RDBMS can make it easier to manage, it is still not as

amenable to other aspects of information management as

other forms of data.

Enterprise content management (ECM) and records

management systems, for example, struggle with geographic
information, so links between these systems and geographic
data usually have to be loosely coupled.

The GIS side will normally be the focus since it can often

create links into ECM systems and to flat files while the






converse is often not possible. Unified search, automated

linking between documents, workflow and the other aspects

of ECM that make it attractive to information managers will

continue to remain separate or unavailable within the realm of

geographic information.

Chris Haden, UK managing director of information

management software and services supplier Anacomp,

argues that while ECM vendors are trying to work with geo-

graphic information, proper integration will not happen any

time soon. "The ECM boys are plugging away, trying to get all

document content into their systems. But they're going to

have to emulate a GIS and they don't support Oracle Locator.

It's too big a job and they're trying to be all things to all men."

An organisation will therefore need to create a separate

information policy for spatial data. This policy, like the main

policy, needs high-level input and should not overlook the

storage and back-up implications that managing geographic

information entails. "There's a lack of awareness of how much

it's going to cost to keep that information long enough to make

it valuable to the business," says Haden.

"If you use a GIS for your property portfolio, for example,

and know the business is going to keep those buildings for

20 years or so, you've got to keep that GIS data for 20 years.

I'm not sure organisations are thinking about the cost of

maintaining all the GIS data that they've got to store,"

he adds.

Indeed, while geographic information can now easily fit

into standard corporate databases, it still needs to be

handled differently and with appropriate consideration for its

unique qualities.

There are many varieties of

geographic information, each

presenting unique information

management challenges. They can

be split loosely into "vector",

"raster" and address data,

although there are others.

Address data

This is essentially just a collection of

text fields and can be stored in flat

files, such as Excel spreadsheets, or in

relational databases.

However, working with it can be

challenging since the kinds of ques-

tions asked of address data are differ-

ent from those asked of standard text.

Common questions include "where is

this address?" and "how far is it

from...?"

For example; there are no

immediately obvious answers to these

without recourse to other datasets,

such as gazetteers and "geocoding"

systems that can equate addresses to

points in space or on a map.

The 'fuzzy' nature of many

addresses, where different addresses

can refer to the same location, also

means that a certain degree of

knowledge is required of anyone

handling the data to avoid duplications

and inadvertent merging of separate

records.

Raster data

This refers to images, often used

simply as backdrops, onto which other

kinds of data can be overlaid. It might

also be used for analysis: aerial

photography and satellite images may

help to identify land use, for example.

Large file sizes are common with

raster data and many datasets are split

into tiles to reduce sizes. The image

files may also contain metadata, such

as the location the image is meant to

represent, and may use uncommon

file formats, such as GeoTIFF, ECW or

MrSID. It can be stored as flat files or

in relational databases as so-called

binary large objects ("blobs").











Vector data

More common than raster data, vector

data is the "meat and drink" of GIS

software. It consists of mathematical

descriptions of points, lines and

polygons related to specific geographic

features. Therefore, it is both

resolution independent and has far

smaller storage requirements.

However, storing and working

with it is much harder. When stored as

flat files, it typically requires proprietary

formats such as ESRI's Shapefile, Arc

Export and ARC/INFO coverages;

Autodesk's DWG and DXF; Maplnfo's

MIF/MIDI; Bentley's DGN and so on.

These require programs, usually GIS

systems, that can understand the

format to use them; often these

formats are only half-understood by

programs from vendors other than the

originator, tying organisations into GIS

software from one vendor.

Storing vector data in a standard

relational database is far from simple

as well. While it can be stored as a

'blob', this makes it impossible

for database queries to return

meaningful results.

But since lines and polygons can

have indefinite numbers of points,

storing them in a standard relational

database table with fixed numbers of

columns is impossible.






F	 ampshire County Council has been aware of the

information management issues of geographic data for

some	 time. It has been using geographic information system

(GIS) software for several decades and currently has 300 users

distributed among its various departments.

A dedicated ESRI shop, the council has been using the

specialist vendor's products since 1992. Initially, with only one

or two trained GIS users using Unix workstations, the council

used a flat file system for its vector and raster geographic data,

storing the vector data in ESRI's proprietary Shapefile format.

But the council began to find this problematic as more and

more staff began to use the system, says David Brown, a

senior IT consultant for the council. "One of our drivers in 1992

was to get mapping onto the desktop. But we were having

difficulty editing in the Shapefile format," says Brown.

As a result, frequent problems with files emerged,

including overwrites and lock-outs. Although these could

potentially be solved using file system permissions or by

splitting files into districts, that solution would have been

impractical for end-users. When ESRI released its spatial

database engine (SDE) product, which allows geographic

information to be stored in regular RDBMS systems, Brown

decided to implement the system almost immediately.

"Very early on, it became clear that one of the big benefits

to Hampshire County Council was sharing information across

departments. Departments that had previously tried to share

map data would much more easily be able to share rights of

way and environmental designations, for instance, using the

latest version of the data. It became apparent that we needed

to hold it in one place," he says.

Implementation was relatively smooth, with no problems

importing data into the database. However, a degree of training

was required for users who had previously been able to work

directly with the flat files. "There was a period of a few months

where we were getting people used to logging in to use SDE.

Our security went from being quite lax to quite rigorous."

At the same time as the SIDE implementation, the council

began experimenting with ESRI's ArcIMS Internet mapping

server, after earlier attempts using another ESRI product,

MapObjects. The intention was to provide Intranet-based

access to geographic information for those that only needed to

read the data; those who needed to edit the data would

continue to use ESRI's ArcView GIS.

The council now has 14,000 other users of geographic

information via its intranet. Unlike the GIS users who need to

be able to read, write and analyse spatial information, these

users only need to view the data and perform simple queries,

something that can be done easily via an intranet site.

To provide this service and to serve geographic data on its

website as well, the council has two pairs of servers running

ESRI ArcIMS - one for its Internet site, one pair for its intranet

site. The first web server takes a request and eventually passes

the response back to the user, the second is a spatial server

that handles the request and provides the mapping.

There is also a GIS server running Oracle 9i with SIDE,

which imposes little additional overhead on the server, says

Brown. To provide the GIS to all the relevant users, the council

also has nine servers running Citrix MetaFrame thin-client

software. This enables the GIS to run on the server, with PCs

around the council acting as thin clients for the GIS software.

At the moment, links to the council's content and

document management systems are manual. Fuller integration

is something that Brown is considering, but he regards it as "a

nice to have" rather than a priority. In the future, he also hopes

to be able to use ESRI's ArcGlS Server to develop server-based

applications that can capture data from non-GIS users over the

web, something particularly important for the council's field

users. Until then, Brown is confident that his set-up and

policies are more than adequate to cope with the council's

expanding and flourishing geographic information use.


